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EXECUTIVE SUMMARY

This document reports the results obtained by the IT on the topic Design Time
Service Composition, constituted in the first call of the NEXOF-RA open
construction process. The document collects the contributions received and
discussed within the IT, summarises the main design patterns extracted from
the contributions, their similarities, relationships and dependencies, the most
relevant standards considered in the contributions, and it concludes with an
short review of IT objectives fulfilled by the IT.
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1 TopPIC INTRODUCTION

Overview

This call addresses the problem of composing services by aggregating other services
participating in a common business process that is reified by the composite service. It
focuses on the composition of services at design time and on the aspects that
complicate or impede a wide adoption of composition techniques by SOA practitioners
with diverse background and expertise. A list of such aspects may, for instance: include
the integration of humans as first class participants in composite services, the question
of graphical vs. executable modelling of compositions, composition design patterns,
selection of choreography vs. orchestration descriptions, decomposition and planning
of complex composition tasks, etc.

Problem Statement

One of the main SOA principles is composability, a concept originated from the area of

component oriented architecture. Closely related to composability are other

fundamental SOA principles like reusability, autonomy and loose coupling.

Composite services are those built by aggregation of other services that are invoked

according to some structural and behavioural patterns described in an orchestration

and choreography specification.

Composite services can be specified at design time, planning a workflow (process and

data flow) that accomplishes the service capability by leveraging on invocations to

other services. Flexible orchestration and choreography languages and tools (taken
from the BPM domain) satisfy in most cases that specification.

However, there remain still some topics that need improved solutions:

e In practice, composite services are mostly used to implement business processes,
but there are still gaps between Business Process Modeling (BPM) techniques and
the techniques used for service composition.

e Support, during the entire design cycle, for the participation of different actors with
greatly differing expertise like, for instance, BP analysts or integrators of composite
services is largely missing. Back and forth tracking, even during composite
execution, should be possible.

e For humans, it is still difficult to interact with composed services in a given workflow
if the currently widely adopted service composition techniques are applied.

The assistance for users struggling with the complexity of service composition is still

weak. Additional engineering means for the development of service compositions are

required, as, for instance, pattern orientation in composition design (including a set of
composition design patterns), supporting for service search based on requirements and
on composition design patterns, management of choreography constraints, etc.

Scope

This IT focuses on technigues concerning composability of web services. Concrete
studies on BPM are not considered necessary unless they pertain to aspects that
clarify the relationship between BPM and the modelling of business processes with
composite services. Furthermore, no deep analysis of orchestration and choreography
is required but their role and their strengths and weaknesses with respect to service
composition should be investigated. Neither is a deep analysis on service discovery
expected (addressed by the call on Service Discovery), but studies how discovery
strategies can be applied when services are to be composed. Eventually, service
meditation in general (partially addressed by the call on Service Interoperability) is not
in the scope of this call but those mediation aspects complementing the choreography
of services in the data and process workflow of composite services.



Contributions

This IT expects the contributions to define a general conceptual and technological
framework for service composition that is as much completed and self-consistent as
possible Therefore, is the following contributions are envisaged:

e Standard specifications and languages to define compositions of services
(including wide accepted graphical notations) covering the wide range of user's
expertise, allowing tracking back/forth graphical and executable notations.

e Contributions like techniques, specifications, tools, best practices and guidelines
that assist the users in the specification of compositions:

0 Best architectural and design patterns for composition, including guidelines for
composition from scratch and task decomposition including planning techniques
that also consider the granularity/latency trade-off.

o Discovery assisted composition strategies and techniques/tools (including
requirement based discovery assisted composition, architecture/pattern based
discovery assisted composition, etc).

o Lightweight vs. Heavyweight composability approaches, highlighting techniques
to hide composability complexity.

e Best practices and strategies for adopting orchestration and choreography
descriptions of compositions. Complementary descriptions, adopting orchestration
for workflows and choreography for interoperability

e Service mediation techniques, including process and data mediation, service
negotiation, etc in the context of service composition.

e Standard specifications and techniques to allow an integrated participation of
humans in processes implemented by service compositions. Standard
specifications for describing human tasks within those compositions.

Baseline

The baseline for this call is the WS technological stack; this implies the full compatibility
of the expected contributions with this technology. BPELAWS/WS-CDL is also
considered a basic underlying technology; however, also other options may be taken
into account.

Document purpose and structure

This report collects the contributions received and discussed within this IT. The report
is structured as follows: Errore. L'origine riferimento non é stata trovata. provides
an overall integrated description of the received contributions, their location in the
context of the Design Time Service Composition concern, their relationships,
dependencies and possible overlapping. Section Errore. L'origine riferimento non &
stata trovata. collects all the contributions analyzed within this IT. They are described
using the design pattern template proposed by NEXOF-RA for submitting the
contributions. Section Errore. L'origine riferimento non é stata trovata. highlight
main IT conclusions. Section Errore. L'origine riferimento non & stata trovata.
describes the design pattern template.



2 ToPIC OVERALL RESULTS

This section introduces the main contributions submitted to and discussed
within this IT, providing an overall and integrated view of them. This section
describes the similarities, common patterns, dependencies and relationships
among contributions. Finally, this section identifies a set of common
technol ogies and standards used by t
emphasize the benefits and drawbacks of them.

Some participants have contributed to this IT with the following patterns:
e SCA-based performance prediction
¢ Dynamic composition of semantically annotated web services
e Channel-based service coordination
e Process-level semi-automated composition of web services
e Design-time correctness analysis of web service compositions
e Composition languages support
e Automatic service composition support
e Choreography in design-time service composition
e Temporal order via clock vectors

e A formal approach to message correlation.

Next figure tries to accommodate each contribution in the scope of this IT topic.
Most of contributions address the semi-automatic composition of web services
according to an orchestrated strategy. This is understandable since
orchestration as a technique for WS composition has received much more
interest in the research than another approach, choreography.

Received contributions on orchestration of WS address aspects such as semi-
automatic composition based on modelling primitives (see section 3.3) or
catalogues of re-usable business processes (see section 3.7), semi-automatic
composition generation using Al planning techniques (see section 3.4), semi-
automatic composition generation exploiting semantically annotated WS (see
section 3.2). They mostly follow a similar high level pattern which will be
explained later.

Other contributions related with orchestrated composition are more specialized:
one contribution describes a pattern for predicting NFRs as performance from
the analysis of compositions (see section 3.1), another one the extension of
composition description languages with specialised extensions or languages
(see section 3.6), another one the analysis of the correctness of WS
compositions (see section3.5).

In the domain of choreographed compositions, we have analysis three
contributions, one more generic describing UML2 techniques for the modelling
and validation of choreographies (see section 3.8) and two more specialized to



solve concrete problems faced by choreographies: message correlation (see
section 3.10) and message temporal order (see section 3.9).
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Figure 1 DT Service Composition contributions

We can extract from several contributions a common pattern for service
compositions, which is depicted in the following UML2 composite structure
diagram with collaborations.

1
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Q RequirementManager il -z SENiCECUmDUEim\‘% E Composer
attributes )composer attributes
reguirements “\.__‘_ T composition
workflow_constraints e operations
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operations broker
classes
i_lookup
& repository
attributes
component_sernices
operations
classes

Figure 2 Service Composition pattern




A service composition pattern consists on the generation of a collaboration
schema (orchestration, choreography) participated by some services from those
component services available in a repository which satisfies some consumer
requirements.

The consumer requirements are normally specified by workflow, dataflow,
behavioral and NF constraints. The repository stores descriptions of available
component services, including interface (operations, signatures, inputs, outputs)
and behavioral (interactions) descriptions.

The Composer receives as input both the composition requirements and access
to the descriptions of all available component services. The Composer then
tries to find out a valid composition schema that satisfies the composition
requirements by combining and invoking a sub-set of available component
services.

Essentially, a variation of this service composition pattern has been suggested
by some of the IT contributions.

Process-level semi-automated composition of WS contribution follows a
similar pattern (shown in next figure). In this case, the composition requirements
are constraints to a workflow and dataflow specified by the designer role.
Similarly, component services are described by similar interface and behavior
descriptions (WSDL and abstract BPEL). A composer generates the
composition transforming the workflow problem into an Al planning problem
which is solved by a planner. This process is iterative: in each iteration, the
designer role can amend the resulting composition workflow and dataflow,
modifying their constraints.

senice repository

& component Service contains H Registry
attributes attributes refinement

behaviour BPEL component_service dst
interface WSDL operations
operations classes repository
classes

= Composition Req Specif specifier  generator = Compaosition Generation

generation

COmposer
designer dst ST ¢omposer
designs dst

& Composition Requirements req designer | = Designer & composer
attributes attributes attributes
workflow_req operations operations
dataflow_req = classes classes
operations
classes ik

refiner

Figure 3 Process-level semi-automated composition of WS pattern

The Channel-based Service Coordination pattern (shown below) applies a
similar solution. It uses a similar service composition pattern which translates
business processes (BP) modeled by using BPM graphical languages into
service compositions (SC) using an internal language. This process is done by
a Converter and both the BP model and the SC model are stored in specialized
repositories. This translation made use of specialized modeling primitives of



channels. This process can be manually amended by the designer role who
modifies the SC model according to the composition requirements. Then, the
SC model is verified both for an Animation Engine and a Model Checker. As
before, the SC model can be refined iteratively attending the results of the
verification process.

GUI IBFR
= EPMM Editor maodeler “» Business Process Modeling repository = Business Process Repository

attributes gttributes

operations operations

classes classes
translation
franslator LPr
K Converter |[IConversion <> Process Implementation search_storage | = Process Repository
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“» Process Verification

=l Model Checker | jcheckin refinement
attributes
checker

operations
classes binding

ICoordination
I —— I Process Execution
K Coordination Engine |  8xecutor
attributes
operations
classes

Figure 4 Channel-based Service Coordination pattern

Automatic service composition support applies a similar pattern. The
composition requirements posed by the designer are expanded with a tree of
equivalent requirements after a NLP analysis. Instead of using a catalogue of
services, it uses a catalogue of BP models, obtained from previous composition
experiences. The tree-based requirements set fed the Predictor which tries to
find out the most appropriate BP workflow from the catalogue. Besides, the
NRF posed by the designer role are used to select appropriate interaction
patterns (behavioral descriptions) for each individual task within the selected BP
workflow, from those available in the same catalogue. Then, the Assembler
expands the BP workflow with the corresponding interaction patterns, finalizing
the composition.
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Figure 5 Automatic service compaosition support pattern

Dynamic Composition of Semantically Annotated WS follows a similar
pattern as well. Herein, the component services are semantically annotated with
OWL-S linking to concrete domain ontologies. A customizable Composer is
tailored with specific composition algorithms to realize the composition process.
Then the composer creates a tree-based composition of WS invocations by
matching inputs and outputs of chained services through reasoning on the
semantic annotations of parameter types.
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operations
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Figure 6 Dynamic Composition of Semantically Annotated WS pattern

As aforementioned, the problem of service coordination through choreography
has received less attention. Choreography in DT Service Composition
proposes a pattern (shown bellow) for the modeling of choreographies using
UML2 Collaborations. Elementary collaborations describe interactions between
2 participants. Composite collaborations describe complex choreographies by
aggregating elementary and other composite collaborations. Interactions are
realized through semantic interfaces, described by UML2 state machine
diagrams. This contribution also describes how to validate two aspects of
choreography: safe and useful compositions, by exploiting behavioral semantic
interfaces and their dependencies, and tagging their useful states with goals.
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Figure 7 Choreography in DT Service Composition pattern

IT has managed other more specialized contributions that we summarize:

Design Time Correctness Analysis of Web Services compositions (see
section 3.5) proposes a solution for the early stage analysis of web service
compositions (WSC) to detect requirements violation and resolving conflicts
occurring in the WSC specification.

Temporal order via clock vectors (see section 3.9) proposes a pattern
applied to choreographies to improve the understanding of the global state
of choreographies and to avoid potential problems such as deadlocks, using
virtual global spaces and virtual time clock vectors.

A formal approach to message correlation (see section 3.10) proposed a
solution to correlate messages in choreographed processes at design time
using message identifiers associated to message channels.

Composition language support suggests a EMF solution for the support of
different composition languages, transformations amongst them and their
extension with additional XSD schemas.




From the received contributions we can select a set of standard technologies
which can be considered relevant in this topic domain, for some specific
purposes:

OWL-S: ontology for the semantic description of WS and orchestrations.
WS-CDL.: language for the specification of WS choreographies.

SCA: standards to specify the structural description of WS compositions.
BPEL4WS: Language to specify executable WS orchestrations.

WSDL: language to specify WS operations and exchanged messages
BPMN: graphical language for the specification of business processes.
UML2: graphical language for the specification of business processes.



3 TopriC DESIGN PATTERNS

This section collects the most relevant contributions received and discussed
within the IT. They are alphabetical ordered by the main author surname.

3.1SCA-based Performance Prediction pattern.
Franz Brosh et al.

Name
SCA-based Performance Prediction
Requirements

How can the performance of a Service Component Architecture (SCA) be
predicted at service composition time based on specifications?

Icon

Problem
Performance Prediction for Service-Oriented Architectures

Todaydés complex and globalized markets req
adapt to constantly changing demands. Such flexibility can only be reached if

the supporting IT services are tightly aligned with the corresponding business

processes. The employment of Service-Oriented Architectures (SOA) can help

to meet these requirements.

In a SOA, loosely coupled services are composed to build higher-level services.
Web Services (WS) and Web Service Compositions (WSC), which allow the
automation of business processes in whole or in part, are one possible
realisation of this principle. Dedicated service providers may offer both WSC
and WS as IT services. Service Level Agreements (SLA) contractually specify
the functional and non-functional properties of the offered services.

One important non-functional property of an IT service is its performance. If
performance goals are to be negotiated and included in an SLA, service
providers need to have some realistic estimates about the performance they
can offer. This knowledge is needed even before the service is up and running,
that is, at service composition time. At this stage, performance cannot be
measured from a running system. Furthermore, as service execution may be
complex, it is generally not possible to derive realistic estimates just from expert
knowledge. Thus, a method for design-time performance prediction is needed.

SOA Modelling with SCA

Recently, the Open SOA Collaboration (now OASIS Open CSA [5]) has
introduced the Service Component Architecture (SCA) as a standard modelling
and developing language for service-oriented component architectures. SCA
supports both the hierarchical composition of services as well as the wiring of



service components in terms of composite structures. Thus, it provides a
structural view on the architecture of a software system.

In order to reasonably predict the performance of a service in terms of service
operation response time and throughput, additional information about the
behaviour of service components is needed. The control and data flow through
the architecture has to be known, as far as it affects the performance of service
execution. The behavioural information has to be added to the structural
information already provided by SCA.

Solution
PCM Performance Prediction

In this paper, we use the Palladio Component Model (PCM) [1][2], which
provides all necessary methods and tools for component-based software
system modelling and design-time performance prediction. Software
architectural designs are transformed to analytical prediction models, such as
stochastic Petri nets, queuing network models, and Markov models. The
solutions of these models provide results for the desired performance metrics.

A PCM instance consists of four parts, all of which influence performance
prediction results:

e The structural view lists all software components and describes their
interfaces, their wiring, and their composition.

e The behavioural view models the performance-relevant aspects of the
control and data flow through the architecture.

e The usage profile determines the number of concurrent users, the
service operation call sequences and the input parameters of service
operation calls.

e The deployment view allocates software components to the available
infrastructure.

Solution Sketch

To enable performance prediction based on SCA, we make use of the existing
PCM tool set. We define a transformation that maps an SCA model instance to
the structural part of PCM. Furthermore, we extend SCA with behavioural
annotations which can be used to deduce the PCM behavioural view. We
consider the usage profile and deployment view as given. Having obtained a
complete PCM model instance, we make use of the PCM tool set to predict
service execution performance. Figure 1 shows the setting.
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Fig. 1. Using PCM for SCA-based performance prediction

SCA Behavioural Annotations

We define a meta-model to enhance a given SCA model instance with
information related to the behaviour of service execution. The meta-model is
shown in Figure 2.

A given SCA model instance is enhanced with a set of

BehaviouralAnnotations ,  where each BehaviouralAnnotation
connects an Operation offered through a ComponentService of an SCA
Component to a PCM ResourceDemandingBehaviour . Each operation has

to be annotated that way to enable PCM performance prediction. The
generation of an annotation skeleton from an SCA instance can be provided by
an automated transformation. The behavioural annotations themselves,
however, have to be provided by the user.

After transforming the SCA instance to the PCM structural view, the
ResourceDemandingBehaviours from the AnnotationModel can be
directly connected to the operations denoted in PCM.
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Fig. 2: Meta-model for behavioural SCA annotations

Transformation Example

In this section, we describe how architectures modelled with SCA can be
transformed into instances of the PCM using a simple example. The example
demonstrates how service components with services and references can be
mapped to their corresponding PCM elements.

\Warehouse
Service

IE

Fig. 3: Concrete syntax of SCA for a simple example.

Figure 3 shows a simple composite of a supply chain management system. The
composite contains the two components RetailComponent and
WarehouseComponent . The RetailComponent  offers a RetailService
that provides a single operation submitOrder . In order to process this service,
the RetailComponent uses its reference WarehouseServic e to the
WarehouseComponent .  This service contains a single method
fulfillOrder that handles the incoming orders.
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Fig. 4: Concrete syntax of the PCM for the RetaillComponent

Figure 4 shows the PCM instance for the RetaillComponent in its concrete
syntax. Except for the graphical notation used, both models of the
RetailComponent  are similar in their concrete syntax. However, the abstract
syntax of SCA and the PCM differ in various points. In the following, we show
how to extract the component specification of the RetailComponent  using the
abstract syntax of both models.

|
Service Component Architecture (SCA) Palladio Component Model (PCM)
fulfillorder submitOrder: fulfillOrder
:Operation Signature :Signature

Retailer submitOrder Warehouse

:Interface :Operation ‘Interface <
Warehouse

Retailer
WarehouseService [ :Interface Anterface
target2 BaseServie ‘ L

RetailService WarehouseReference
:ComponentService :ComponentReference Repository
target :ProvidedRole :RequiredRole
WarehouseComponent
:Component
RetailerComponentType RetailerComponent
:ComponentType :Component RetailerComponent
—_— | BasicComponent

<<instanciates>>

Fig. 5: Transformation of the RetailComponent from SCA to PCM.

Figure 5 exemplarily illustrates the transformation. The colours highlight
elements of the source model and target model belonging together. On the left
hand side of the figure, you can see one possible variant of an abstract syntax
of the architecture shown in Fig. . In SCA, services and references can be
described in a ComponentType as well as a Component (yellow boxes). The
association of types to components is done by naming conventions. In Fig. ,
ComponentTypeRetailerComponentType specifies a service offered by the
component. On the other hand, reference WarehouseReference is specified
in the RetailerComponent . The transformation takes the information of both
as input and maps it to a single BasicComponentof the PCM that is stored in a
central repository (white box on the right hand side). In SCA, components
contain services and references and indirectly their associated interfaces and
operations. In the PCM, interfaces are first class entities that exist
independently of components and are managed by a repository. Therefore, the
transformation adds interfaces Retailer and Warehouse to a central repository.
In the PCM, so-called ProvidedRolesand RequiredRolesassociate interfaces to



components. Only these associations give interfaces a meaning for a specific
component. ProvideRoles state that the component uses that interface while
ProvidedRoles state that the component offers that interface. In SCA, this
information is specified by services and references (orange boxes) which are
transformed to ProvidedRoles and RequiredRoles respectively. For each
interface, the PCM also requires the signatures specified in that interface
including its parameters. While the parameters of an operation cannot be
retrieved from an SCA model, the operations provided by a service are
available. For the RetailService , the mapping of operation submitOrder
(blue box) is straight forward. However, for the WarehouseReference , the
transformation is more challenging. The information on the operations is not
available in the reference but only in the associated service. Therefore, the
transformation exploits the information available in the target of the reference.
The target points to the target service used. Following this link, the
transformation can identify operation fulfillO rder and add it to the interface
specification of Warehouse in the PCM instance.

This example illustrates how PCM instance can be derived from existing SCA
specification. However, the SCA specification is not totally strict allowing some
flexibility in the specification of software architectures. This flexibility must be
captured by the transformation increasing the complexity of the mapping.
Furthermore, not all information necessary has to be available in the SCA
specification. To derive as complete PCM instances as possible, it might be
helpful to also extract information from available source code (e.g., Java
Interfaces). In the following, we continue the discussion on the future of our

mapping.

Discussion

The approach described in this paper is based on performance-annotated SCA
models. However, any specification language that is compatible with SCA (e.g.,
WS-BPEL) can be used as an input for the approach, as soon as a
corresponding transformation to PCM and an extension for behavioural
annotations are defined.

The approach can also potentially be extended to extra-functional properties
other than performance. This would, however, require an extension of the PCM
itself, which so far is focused on performance modelling. An extension of PCM
towards reliability is planned as future work [4].

The prediction results yielded by the approach can be used by service providers
for determining feasible service offers at an early offering stage. Furthermore, it
supports negotiation of actual SLAs between service providers and customers.
A major goal of the SLA@SOI research project [8] is the automation of a
negotiation process that takes quality of service into account.

Application

Our approach enables performance prediction for any software architecture that
can reasonably be modelled with SCA. The performance abstractions for
service components are principally the same as for software components in



general. Thus, a Service-Oriented Architecture can be seen as one application
area of the PCM performance prediction.

The process of system architecture design involves the software architect to
specify the structural view of the architecture. For Service-Oriented
Architectures, this specification can be done in terms of an SCA model
instance. Additionally, the software architect has to specify behavioural
information of service execution, possibly through annotations to the SCA
instance. The transformation from SCA to PCM can be automated by a tool.
Finally, the performance prediction is done by the existing PCM tool set.

Impacts

Relationships

Our approach builds upon existing technology and standards. It uses the
modelling approach defined by SCA, and is based on existing methods and
tools of PCM.
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Summary Card

SCA-based Performance Prediction

Problem

How can the performance of a Service Component Architecture (SCA) be
predicted at service composition time based on specifications?

Solution

Transform the SCA model instance to the Palladio Component Model (PCM)
structural view. Extend SCA with behavioural annotations which can be used
to deduce the PCM behavioural view. Having obtained a complete PCM model
instance, make use of the PCM tool set to predict service execution

performance.

Application

Design-time performance prediction
for any software architecture that can
reasonably be modelled with SCA,
including Service-oriented
Architectures.

Impacts

A complete SCA model instance,
together with behavioural annotations,
has to be provided as an input top the
method.

Principles
Model-driven software development,

Architecture

Design-time service composition

model transformations and QoS

analysis.

Status Contributor Name
Draft Franz Brosch

Contributor Notes




3.2Dynamic Composition of Semantically Annotated Web
Services pattern.

Anna Hristoskova, Bruno Volckaert

Name
Dynamic Composition of Semantically Annotated Web Services
Requirements

Icon

Problem
Intent

We describe the development of an application that can be used to speed up
the development of new software modules. An existing semi-automatic
composer for Web services is transformed to a dynamic system. Given a Web
service, the system will provide the needed inputs for its execution. This will
result in a composition tree of Web services. The leafs of the tree will present
user inserted variables or data from a databank. Each service node will deliver
inputs to the services above it accomplishing the execution of the desired Web
service at the top of the tree. The system will also dispose of a recovery
mechanism that will replace unavailable services with similar ones at runtime.
The composition is achieved by adding semantics to the existing Web services.
Thanks to this semantic description, Web services can be compared and
matched if they hold a corresponding input/output relation. This comes down to
the fact that they represent similar semantic concepts and as a result the output
of one of the services can be used as input for the other accomplishing a
service composition. The example in figure 1 shows the ability of a computer to
interpret the output "bodyTemperature" as a kind of "temperature” and match
the measuring service to the service determining the fever. This process is fully
automatic and doesn't require user intervention.

[ Fever ]

C input: temperature D
A

@emantiE\
\_match /
C output: bodyTemperature )

|

N
[ Measure Temperature ]

Figure 8: Semantic match
Motivation

Service-Oriented Architectures (SOA) are gaining momentum thanks to the
flexibility that they offer. A SOA based platform is composed of software
components, Web services, designed for specific purposes. Web services are
executed using XML messages based on their WSDL interface. The advantage



of this kind of platform is the reusability of the Web services and the possibility
for construction of component based systems [1].

The current infrastructure for Web services has however the following
downside: the WSDL interface specifies only the syntax of the provided
operations and it offers no support for the semantics. As described in [2, 3] the
Semantic Web should offer more access not only to content but also to Web
services. The use of Web resources not only based on keywords but also on
the provided content should be feasible. It will enable users and software
agents to automatically discover, invoke, compose, and monitor Web resources
offering services, under specified constraints.

Solution

The Semantic Web employs ontologies and semantic languages to describe
concepts and Web services. One such semantic language is the Web Ontology
Language for Web Services (OWL-S). OWL-S [4, 5] is a W3C standard for
enriching Web services with a computer-interpretable semantic description. This
facilitates the automation of Web service tasks including automated Web
service discovery, execution, interoperation, composition and execution
monitoring. An OWL-S description shown in figure 2 of a Web service consists
of three parts:
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Figure 9: OWL-S service ontology

e A Service Profile provides the necessary inputs, outputs and other parameters using

semantics.
¢ A Service Model describes tkervice's interface.

e A Service Grounding defines the interaction with the WSDL description for invoking the

Web service.
Apart from the support for atomic processes, OWL-S also enables the use of
composite processes due to the existence of flow controls.
The dynamic composition process consists of several steps.

1. Creation of a domain ontology

An ontology is created with the Protégé Editor [6] for defining the inputs,
outputs, preconditions and effects of the Web services semantically. This editor



provides support for OWL, RFD and XML Schema making it possible to easily
design ontologies through a graphical interface.

The available Web services are annotated with an OWL-S description. An XSL
Transformation is added manually to translate between the defined domain
ontology and the XSD data types used in the WSDL interface.

Thanks to this annotation, a Web service output can be automatically matched
to a corresponding Web service input.

2. Automatic composition

The automatic composition process involves two implementation steps. First a
composition algorithm is designed for the construction of the composition.
Different algorithms are implemented allowing for the optimization of QoS
parameters like time and cost of the obtained composition.

The next step is making use of an existing Web Service Composer [7, 8, 9, 10].
The Composer applies backward chaining by proposing matching output
services to the needed inputs. By extending the composer using the available
composition algorithms, the composition of Web services is created
automatically through semantically matching service outputs to service inputs
keeping QoS constraints in mind. The result is a composite service that can be
executed through the invocation of the different Web services by the OWL-S
API [11].

Figure 10: Web Service Composer
Dynamic composition

During the execution of the composite service, some services could become
unavailable and the objective is detecting and solving this problem. As the
OWL-S API is responsible for the invocation of the different services, this
system is extended for the support of runtime composition. In case of a service
failure the enhanced Composer automatically defines a new (composite)
service replacing the failed service. When executed, it returns a semantically
matching output to the needed input.

As this recovery procedure triggers the repeated execution of the same
services, the results of each service are stored and reused. This is extended
even outside the recovery procedure because in case of services as reusable



















































































































































