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1 PATTERN ID-CARD
Name Log-Mining Writeset Extraction

Abstract Describes the log mining mechanism, a method
that can be used for writeset extraction in
database replication.

Level Abstract

Type Non-Functional-Cross-Cutting

Key Concerns

Credits Francisco Pérez-Sorrosal
Ricardo Jiménez-Péris
Marta Patifio-Martinez
Damian Serrano-Martinez

Contact Francisco Pérez-Sorrosal

fpsorrosal@fi.upm.esl
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2 PROBLEM DESCRIPTION

Data replication is the main technique for providing highly available and
scalable data services. Different architectural patterns have been proposed for
attaining data replication from databases (See the Black-Box, White-Box and
Gray-Box DB Replication patterns). In order to extract the data to be replicated
into a set of replicas (called writesets), these patterns for database replication
require either the use of standard DB interfaces (e.g. Black-Box and White-Box
DB Replication patterns) or the implementation of some minimal interface within
the DB (Gray-Box DB Replication pattern).

In this pattern is described how to implement writeset extraction based on one
of the standard DB mechanisms called log mining.
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3 FUNCTIONAL REQUIREMENTS
This section is not applicable to non-functional patterns.
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4 NON-FUNCTIONAL QUALITIES (QUALITY ATTRIBUTES)

Log Mining

Performance -

Applicability 0

Maintainability +
4.1 Rational

Data replication is mainly used to provide high availability to the data and
scalability to the applications using those data. The patterns related to writeset
extraction have a dramatic impact on the performance of database replication
patterns (See Black-Box, Gray-Box and White-Box DB Replication patterns).
The resulting system throughput and response times perceived by the clients
when the load increases are critical to measure the performance. The
applicability of the pattern —that is, the number and strength of assumptions that
must be taken into account in order to apply the pattern- must be also
considered. Finally, how the writeset extraction pattern affects maintainability
(measured as the number of components that is required to modify and
maintain to apply the pattern) is another important quality attribute to take into
account.

In the following text is described how the current pattern for writeset extraction
affects the quality attributes identified in the table above.

The applicability of this pattern depends on the tools provided by a specific
database system in order to perform log mining. As not all databases provide
these tools (although many of them do), applicability is considered neutral.
When log mining tools are available to implement the writeset extraction, the
maintainability of the solution is improved, as no modifications are required to
the database. On the side of weaknesses, as it occurs with the Trigger Writeset
Extraction pattern the mechanism is expensive in terms of computing resources
consumption.
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5 ASSUMPTIONS

The pattern assumes a database component with log mining facilities that
enable to extract the updates performed by transactions.

]

<<subsystem>>
X

O

Standard DB Interface

Database

The Standard Database interface provides the following operations:

beginTx(pa: Provider Agent): Transactionld

The Database component starts a new transaction triggered by the
Provider Agent pa returning the transaction identifier that univocally
identifies the transaction in the Multi-tier Transactional Service Runtime.

commitTx(tid: Transactionld)

The Database finishes successfully the transaction identified by the
corresponding tid, persisting the changes in state/data performed
during the transaction. The changes in state/data performed during the
transaction are accepted and must be visible in the Database for other
concurrent transactions.

abortTx(tid: Transactionld)

The Database finishes successfully the transaction identified by the
corresponding tid discarding the changes in state/data performed
during the transaction.

read(pa: Provider Agent, tid: Transactionld, q:
Query): Data

It retrieves the Data specified by the ProviderAgent pa running on the
Service Runtime in the context of the transaction identified by the
transaction identifier tid. The required data is specified by means of a
query d. It associates the data read in the transaction with TID tid with
the corresponding Provider Agent.

write(pa: Provider Agent, tid: Transactionld, d: Data)
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It persists the Data d specified by the Provider Agent pa running on the
Service Runtime in the context of the transaction identified by the
transaction identifier tid. It associates the data written in the transaction
with TID tid with the corresponding Provider Agent.

setTrigger(name: TriggerName, def: TriggerDefinition,
code: TriggerCode)

It allows to define a trigger with name name. A trigger is a procedure that
is executed when a condition is fulfilled on performing insert, update or
delete operations in the database. The concrete conditions and
operations are defined in the def parameter, and the procedure itself is
specified by the code in the code parameter.

unsetTrigger(name: TriggerName)
It allows to remove the trigger with name name from the database.
inspectLog(range: LogRange): LogData

This operation allows performing log mining. That is, to retrieve a part of
the database log specified in the range parameter.
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6 SOLUTION

In order to replicate data contained in databases, it is necessary an interface to
extract/inject the desired data from/into the database. Data are collected in the
form of writesets. Each writeset contains the modified records in the database in
the context of a particular transaction. The transaction identifier (TID) is used to
univocally identify a concrete writeset.

With regard to the format of the writesets, they can be obtained either in binary
or textual forms. Every approach has its own benefits and drawbacks.

If writesets are collected in binary form, they might be seen as a black-box. That
is, their contents might not be analyzed. This means that possible conflicts
between different writesets could not be detected. However, this approach
allows a faster extraction/injection of the writesets from/into the replicas of the
database because it does not require any additional processing.

In the second form, the writeset is collected as textual information (e.g. as SQL
sentences). In this case, the contents of the writeset can be analyzed, what is
useful to detect conflicts. It is also possible to inject the writesets in database
replicas of different vendors, increasing the portability of the solutions. However,
the injection of the writesets in the target database replicas requires additional
processing, what affects the performance.

Basically, the interface must provide the following two operations:
— getWriteset(tid: Transactionld) : Writeset

It allows an Agent to retrieve from the database the writeset for a
particular transaction identified by its tid.

— setWriteset(tid: Transactionld, ws: Writeset)

It allows an Agent to apply into the database the writeset for a particular
transaction identified by its tid.

The current state-of-the-art databases [Pos, Ora, MSS, MyS] provide some
interfaces/mechanisms out of the box —that is, they do not require source code
modification in the database- that can be used to perform data
extraction/injection of writesets. These are basically the so-called triggers and
log mining. Here, it is described the writeset extraction based on the log mining
mechanism.

Database logs contain the records of the updates executed in the database in
order to perform redo/undo operations to guarantee database consistency in the
advent of failures. Using log mining techniques and provided tools, these logs
can be analyzed in order to extract information about the operations performed
by the different transactions.
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<<subsystem>>
Multi-Tier Transactional Service Runtime

g DB Replication Middleware

O

Log Mining Standard DB Interface (WSExtraction)

+getWriteset(tid: TransactionId): Writeset
+setWriteset(tid: TransactionId, ws: Writeset)

Q Database

Standard DB Interface

The main problem of using log mining is that the log is used to be stored in a
separate disk for efficiency reasons, and reading in parallel this file by another
process can decrease the performance. Moreover, the log mining is not useful
when an eager replication protocol/algorithm must be used. In eager replication,
updates are propagated within the transaction boundaries. However, log mining
can only examine the records for a concrete transaction when the transaction
has already been committed.

Using log mining the writesets are usually extracted in textual form, that is, by
means of SQL sentences. The trade-offs of this fact, are described above.
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7 RELATIONSHIPS TO OTHER PATTERNS

This pattern is an alternative to other writeset extraction patterns shown in the
figure below. Each pattern has different assumptions and tradeoffs in terms of
non-functional attributes. The interface and the implementation described here
allow the solutions described in those DB replication patterns to extract/inject
the writesets from/into the database. At a higher level, the DB replication
patterns are used to provide high availability and scalability to service runtimes
architected via the Multi-Tier Transactional Service Runtime pattern.
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DB Interfaces
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8 RELATIONSHIPS TO COMPONENTS CATALOGUE

The following sections detail the relationships of the components of this pattern
with regard to the NEXOF Reference Architecture.

8.1 Abstract Components

This pattern is related to the Database abstract component of the NEXOF-RA.

8.2 Concrete Components

Some of the most well-known concrete database system components available
these days are:

e Microsoft’'s SQL Server [MSS]
e Oracle [Ora]

e |IBM's DB2 [DB2]

e Sybase [Syb]

e PostgreSQL [Pos]

e MySql [MyS]
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9 RELATIONSHIPS TO STANDARDS CATALOGUE

The most well-known databases used currently in enterprises are relational
databases. In relational databases, the SQL standard is the de iure standard.
The interfaces for examining the database log are not included in SQL. They
are de facto standards provided by some database vendors such as Oracle or
IBM. Open-source databases such as PostgreSQL also provide external
tools/plugins for examining the log.
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10 APPLICATION EXAMPLES

One of the main applications of this pattern is to enable efficient database
replication. By extracting the writesets it becomes possible to avoid executing
the update transactions at all the replicas. That is, with this pattern is possible to
fully execute each update transactions at any of the replicas, extract the
resulting writeset, propagate it to the rest of replicas and apply it locally. This
process is substantially cheaper than fully executing each update transaction at
each replica.

Other applications of this pattern are online incremental backup utilities and
geographic distribution of data. Using this pattern, these applications can
extract the writesets from the databases and manage them accordingly to their
specific functionality (e.g. create database backups without stopping the
database system or distribute data near to clients depending on their
localization) .
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