[image: image3.jpg]NE XOF

reference architecture



[image: image3.jpg]

[image: image4.png]




NEXOF-RA
NESSI Open Framework – Reference Architecture
IST- FP7-216446
[image: image1.jpg]NE XOF

reference architecture




[image: image4.png]
Open Architecture Specification Process 

Open Construction Cycle #2
Security Area

Topic: Dynamic Security for SOA
Position Paper template
Contact: Klaus Julisch, 
kju@zurich.ibm.com
Date of publication: March 2nd 2009
Action Required by February 23rd, 2009
1 Details about the Contributors
Main Contact / Lead contributor
· Name: Klaus Julisch
· Affiliation: IBM
· Email: kju@zurich.ibm.com
· Phone: ++41-(0)44-724-8606
Additional Contributors (if any)

· Name: Günter Karjoth

· Affiliation: IBM
· Email: gka!zurich.ibm.com
· Phone: ++41-(0)44-724-8486
Projects Represented

· Project: MASTER
2 Topic Of Position Paper

2.1 Title

Automated Intrusion Response
2.2 Problem statement/Challenge addressed

How to respond automatically to attacks and intrusions.
2.3 Background

Security, intrusion detection, and compliance.

2.4 Approach proposed (for solution)/Details

See Section 3.

3 Dynamic Security in SOA: Automated Intrusion Response

The evolution of dynamic execution environments increasingly requires security policies that are also dynamic in nature to address events such as process migration, changes in personnel, shifts in alliances, and detected intrusion that cannot be well anticipated or addressed by static policies. This paper, considers one aspect of dynamic security, namely adaptive functionality that reacts to changes in the security environment. This aspect falls into the third category of contributions ("Dynamic Security Architecture") sought in Section 4.6 of the NEXOF-RA Invitation to Contribute.

More specifically, we discuss automated responses to attacks (hostile activities aimed at exploiting software vulnerabilities) and intrusions (successful attacks). The difference between automated intrusion response and classic preventative mechanisms such as firewalls or host hardening is that responsive systems change the configuration and/or state of the systems they protect. This change is always in response to an attack or intrusion. 

Automated response is needed for several reasons: 

· If done well, it improves security by fixing, containing, or preventing intrusions.

· Automated response is the only way to keep up with the speed of attacks. In particular, worms are generally too fast for manual response.

· Automated response is more cost effective: Manual response becomes prohibitively expensive as systems become larger and more complex.

Examples of automated response systems include: 

· An SMTP server that deletes virus-infected mail attachments before distributing the mail.

· A host that locks user accounts after three failed login attempts.

· A proxy that intercepts, validates, and potentially drops HTTP requests to a Web server.

· A sandbox that isolates suspiciously behaving applications so they cannot compromise other applications.

· An OS that restricts an application’s capabilities and rights so it can only do minimal harm to other applications.

· A network IDS that reconfigures a firewall to block IP addresses that have been attacking aggressively. This reduces the success rate of an intruder, which is known to increase with the time s/he can work undisturbed [13].

· Adjustments to a host-based firewall depending on the network they are connected to.

· Block non-compliant end points or PCs from accessing the network [10].

· HP’s virus throttle (slowing down the speed at which a host can spread a virus) [14].
The contribution of this paper is (a) to offer an overview of the research performed on automated intrusion response, (b) to show the problems that remain, and (c) to discuss how these problems may be overcome.

The remainder of this paper is organized as follows. Section 3.1 offers a taxonomy of automated intrusion responses. Section 3.2 discusses the problems that automated responses have to overcome. Section 3.3 reviews some common types of automated intrusion response and discusses how they deal with the problems identified in Section 3.2. It becomes clear from this discussion that the suitability of a given intrusion response mechanism is situation-dependent. Section 3.4 illustrates the implementation of automated responses within the MASTER infrastructure. Section 3.5 offers conclusions. 

3.1 Taxonomy

We classify automated intrusion responses according to the point in time, when they are activated:

· Before an attack: Before a compromise occurs, try to prevent it. For example:

· Based on intelligence on new threats, reconfigure your preventive measure (e.g. firewall) to block potential future attacks before they succeed 

· During an attack: While an attack is underway, try to prevent it from succeeding. For example:

· Raise defense: Harden the system in response to a detected (ongoing) attack

· Deceive: Respond with deceptive/wrong/counterfeit information to reconnaissance scans. Maybe lie about existing vulnerabilities, and then block, when an attack trying to exploit it comes. 

· Strike back: Respond to detected threats by striking back (trying to bring down the attacking machine).

· Post-attack: After a compromise occurred, try to confine the damage and recover. This may be done, for example, in the following ways:

· Confine damage, and possibly study the attacker (honeypot)

· Collect evidence, typically for forensics and law enforcement

· Slow down / throttle (packets/processes), possibly to enable human response

· Recover/repair

3.2 Problems with Automated Response

Automated intrusion response system (IRS) is not without problems. Specifically, it must address and overcome the following issues:

1. Effectiveness, i.e. how well does an IRS combat and contain the attack? Effectiveness is affected by the following factors:

a. False negatives, i.e. how easy is it to evade the detection/response mechanism?
False negatives are still a major problem. In fact, even the detection of worms is basically unsolved [15].

b. Success rate: Is the response guaranteed to restore security, or might it just warn or annoy the attacker?

c. Sustainability: Assuming you successfully responded to an intrusion, is re-infection possible? Generally, it is, unless the vulnerability that lead to the intrusion has been fixed across the entire system.

d. Robustness: Does detection/response also work in the event of an attack (see, e.g. [2])? Note that IRSs are highly attractive targets, which frequently also store keys to firewalls, switches, etc.). So, breaking into an IRS not only disables it, but potentially reveals the authentication token an attacker needs for further attacks.

e. Timeliness of response, i.e. does it come fast enough (see, e.g. [1]

 REF _Ref82438368 \r \h 
 \* MERGEFORMAT [4]). For example, the Sapphire worm infected majority of vulnerable machines in only 10 minutes!

2. Side-effects, i.e. what costs might the response entail?

a. Do false positives lead to responses and potential damage when, in fact, no threat was under way?

b. Deliberate spoofing that turns IRS into DoS tool against itself or legitimate clients. For example, a hacker that spoofs an attack originating from the IRS may lead to the IRS responding in a way (e.g. by reconfiguring a switch to block the offensive MAC address) that disables itself. An other example the IRS mistakenly classifying the desired and important security scans as an attack, which may lead to those scans being blocked.

c. Use cross-site scripting so the unassuming user does something that looks like an attack and is consequently punished.

d. Introduces new vulnerabilities (e.g. SNORT, LIDS, or “home-grown IRSs” all had vulnerabilities and hence opened new attack avenues).

e. Cascading failures that arise due to “depends-on” relationships where one failure entails further failures.

f. A clever attacker could also infect a machine with malicious code that “nukes” the machine the moment it disconnects from the network. An IRS that responds by isolating infected machines may therefore potentially cause significant damage.

3. Maintainability, i.e. how well the IRS adapts to inevitable changes in the infrastructure, including changes that are a result of its own actions.

It seems unlikely that one can find a general solution to these issues. Rather, we expect that any solution will be site and situation-dependent. For example, while IP blocking is probably unacceptable for an e-commerce site (issue 2.b) it might be acceptable within a company’s intranet. Likewise, while MAC address blocking is ineffective for PCs (issue 1.a – PCs might fall back on wireless communication), has its place in data centers. 

Turning to the human element, it is worthwhile to note that automated IRSs have a huge acceptance problem. In fact, incidence response is a highly structured process (and gets even more so, when forensic information it to be secured). The typical steps of “human” incident response are detect, contain, analyze, respond/recover, and improve ([7], p. 85). That’s hard to emulate in software.

3.3 Critical Discussion of Response Examples

Below we give list common intrusion responses and indicate which of the issues identified in the previous section they fail to address. Note that issues 1.b, 1.c, and 2.a are generally unsolved and problematic for all response types and IRSs.

	Response Type
	Description
	Problems/Issues

	RESET
	Inline NIDS sends RESET packets to terminate connection
	1.a and 1.e – RST packet are often too late/slow to successfully terminate a connection [1]. Moreover, hacker might modify his stack to ignore RST packets.

	Block IPs
	Reconfigure firewall to block “malicious” IP addresses
	2.b – Spoofing attacks from, say, the DNS server will lock the DNS server out and cause system-wide damage

1.ee – Has typically a delay of 2-5 seconds, which is enough for many attacks to succeed; “clogs” firewall with too many rules [4]

	Drop/delay/shrub packets
	Firewall/inline-NIDS drops (delays/shrubs) malicious packets
	Same as previous.

	VLAN Separation
	Move compromised machines out of the intranet and onto the Internet
	By moving a highly sensitive machine on the Internet (and hence exposing it to a huge threat) more harm then good is done.  Also, 2.f is a problem.

	Redirect to Honeynet
	Identified attackers get connected to shadow network/ honeypot, where they can waste their effort
	2.b – an attacker could spoof source IPs to lead legitimate clients to the honeynet, where they generate no business.

	Throttling
	Limit the speed of attack propagation 
	1.b – throttling just slows down the spreading of a virus, but does not stop it. As such, it’s effectiveness is limited.

	Counterattack
	e.g. kill the attacker’s process (or machine)
	Counterattacks are prone to all kinds of undesirable side-effects. Moreover, there are genuine doubts about their success (1.b) and sustainability (1. c) because an attacker can just switch to another machine and resume the attack.


From these examples, it becomes obvious that most if not all automated intrusion response have noteworthy drawbacks. Whether these drawbacks are acceptable is situation-dependent and very often a business decision. For example, a government agency that only offers information to its citizens may find it useful to redirect attackers to a honeynet where they still find the same information, but can do less harm. For an e-business, this may be a bad automated response because an attacker could spoof IP addresses to lead legitimate customers to the honeynet where they may not be able to generate business.
3.4
Reactive Enforcement Architecture

The EU-funded research project MASTER develops methodologies and infrastructure that advances the monitoring, enforcement, and auditing of security metrics of a business process. In this section, we illustrate how automated responses to attacks can be implemented by an enforcement policy that describes the behavior of an enforcement component for a particular control process, which is described by a set of signaling, monitoring, enforcement, and assessment policies and consists of control tasks that are orchestrated via control and data flows. For a general introduction of MASTER, see [16].

Automated Intrusion Response, as described in the previous sections, can be realized by the MASTER reaction and control infrastructure. Enforcement by control makes sure those requirements in policies are adhered to, using mechanisms that implement inhibition, modification, and execution. For instance, a policy stipulating that “no non-anonymized data may leave the hospital information system” can be enforced by dropping events that contain name fields (), or, alternatively, by replacing all names with the empty string (modification). A policy stipulating that “each access must be logged” can be enforced by forbidding the access (inhibition) or by storing a log entry (execution).  Enforcement by reaction, in contrast, enforces policies by performing well-specified actions whenever a requirement specified in a policy is violated. For instance, if it is detected that a non-anonymized data item has left the system, then an error log message can be created, or a human administrator can be consulted. Enforcement by both reaction and by control is an online and (more or less) real-time activity. That is, monitors check adherence to or violation of policies at runtime.
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Enforcement by control and enforcement by reaction share the same high-level architectural principles; differences between these two types of enforcement are in the policies they enforce and the actions they perform.
Above figure shows the interactions between the Enforcement by Control and Reaction component with the other MASTER components. In the deployment phase, the enforcement component retrieves the enforcement policies from the repository and subscribes to the events of interest at the monitoring service. It then receives these high-level events from the monitoring components via an ESB serving as the general communication infrastructure. Depending on the type of reaction, the enforcement component calls some service (the Actuator of above figure), arise some events or query the repository for a change in policy. Actuators represent any human activity, operation of a device, or execution of a computer program that lead to the enforcement of the policy by inhibition, modification, or execution.
The enforcement component also exchanges events with the control cockpit. Some of the events generated in the enforcement components may be intended to raise an alarm in the cockpit. The cockpit, on the other side, can be used to inform the enforcement component of the need of reconfiguration of the enforcement policies.
3.5 
Conclusions

This paper reviewed one specific aspect of dynamic security, namely automated responses to attacks (hostile activities aimed at exploiting software vulnerabilities) and intrusions (successful attacks). It has been shown that extensive research has gone into the field of automated intrusion response, and yet, numerous challenges – as identified in Section 3.2 – remain. In our view, these challenges are intrinsic to the concept of automated intrusion response, and as such, general solutions are unlikely to exist. Overcoming the challenges in practice involves site- and situation-dependent tradeoffs, which take the costs and benefits of automated responses into account. For practitioners, the following recommendations can be offered:

· Architect your system in multiple layers so that a break in is detected after the first layer, but the defense of the second layer still holds long enough to stage a response. That way, even responses that are not instantaneous can succeed. 

· One needs different responses for automated and manual attacks. In fact, it is our contention that automated responses are mostly useful in responding to automated attacks. An automated response to a manual attack is likely to fail, because a skilled attacker would observe the response and adapt intelligently. 

· It is vital to plan ahead. For example, it is crucial decide ahead of time what the business impact of certain systems is and under what circumstances one may pull them offline. Further, one needs to decide in advance when to involve law enforcement so one can collect the required forensic evidence. Finally, it is highly recommended to carefully design select automated responses and to only use those. Developing response scenarios in real-time is fancy, but is not what is done today and incurs significant risks [http://www.cert.org/archive/pdf/03tr001.pdf, page 103].

· Last but not least, it is essential to get management approval and to assure that they understand the implications of an automated response system. 

The MASTER methodology and enforcement infrastructure is a promising environment for the implementation of automatic intrusion responses.
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