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2 PROBLEM DESCRIPTION  

Current state-of-the-art for service-oriented infrastructures supporting highly 
available and scalable services architected in multiple tiers mainly address the 
replication of session state at the application server tier (e.g. see the Session 
Replication pattern) or at the database tier (e.g. see the three patterns for 
database replication), but not both tiers at the same time.  

Many commercial and open-source solutions rely on the Session Replication 
architectural pattern. This pattern consists in replicating the session state hold 
at the application server tier, sharing a single database to store the persistent 
state. The main drawback of this solution is that the database becomes a single 
point of failure and a possible bottleneck for scalability. The other way around, 
that is, replicating the database and providing a single instance of the 
application server, transforms the application server in the bottleneck and the 
single point of failure. 

It is possible to architect the system in order to replicate independently the 
application server tier and the database tier, coordinating both replication 
mechanisms (e.g. see the Horizontal Replication pattern). However, building 
such a solution introduces inconsistencies in the advent of failures and dynamic 
load balancing.  

The proposed Vertical Replication pattern goes beyond current state-of-the-art 
by enabling to provide holistically high available and scalable services 
architected in multiple tiers, whilst guaranteeing full consistency of the solution.  
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3 FUNCTIONAL REQUIREMENTS  

This section is not applicable to non-functional patterns. 
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4 NON-FUNCTIONAL QUALITIES (QUALITY ATTRIBUTES ) 

 

Vertical Replication 

Scalability + 

Availability + 

Applicability  + 

Maintainability  0 

 

4.1 Rational  

The main goal of this pattern is to enhance the availability and scalability of 
multi-tier service platforms. 

In order to attain high availability and scalability, it results to a holistic replication 
approach that replicates all tiers simultaneously. Transactions are processed 
following the read-one write-all (ROWA) strategy and asymmetric update 
processing, what reduces redundancy of transaction processing across 
replicas. ROWA allows executing read only queries at one of the replicas, 
consuming 1/N th (N being the total number of replicas) of the replicated system 
capacity. ROWA enables scaling for read-intensive workloads. With asymmetric 
update processing of transactions, an update transaction is fully executed only 
at one of the replicas, and the resulting update tuples (a.k.a. writeset) are 
extracted and propagated to the other replicas. Asymmetric update processing 
enables to scale for update workloads. 

The applicability of the pattern ïthat is, the number and strength of assumptions 
that must be taken into account in order to apply the pattern- must be also 
considered. The approach encapsulates the replication logic in the application 
server, what results in a high applicability since it is based on a standard 
database. 
 
Finally, how the database replication pattern affects maintainability (measured 
as the number of components that is required to modify and maintain to apply 
the pattern) is another important quality attribute to take into account. The 
maintainability is considered neutral since it does not require to maintain 
database code, but it requires to maintain the replication code within the 
application server. 
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5 ASSUMPTIONS 

The pattern assumes a Multi-Tier Transactional Service Runtime that will be 
enhanced with high availability and scalability. The components of the Multi-Tier 
Transactional Service Runtime pattern1 are shown in Figure 1. The figure 
shows the two tiers of the internal multi-tier architecture with their respective 
proxies: the application server (middle tier) and database (data tier) 
respectively. 

X
<<subsystem>>

Database

IP_Database

+beginTx(pa: Provider Agent): TransactionId
+commitTx(pa: Provider Agent, tid: TransactionId)
+abortTx(pa: Provider Agent, tid: TransactionId)
+read(pa: Provider Agent, q: Query): Data
+write(pa: Provider Agent, d: Data)

Application Server

Application Server Proxy

Database Proxy

IP_Database

+beginTx(pa: Provider Agent): TransactionId
+commitTx(pa: Provider Agent, tid: TransactionId)
+abortTx(pa: Provider Agent, tid: TransactionId)
+read(pa: Provider Agent, q: Query): Data
+write(pa: Provider Agent, d: Data)

IP_ApplicationServer

+sendMessage(pa: Provider Agent, m: Message)
+deploy(ssc: Simple Service Component)
+undeploy(ssc: Simple Service Component)
+startAgent(ssc: Simple Service Component): Provider Agent
+stopAgent(pa: Provider Agent)
+getLoggedData()
+subscribeEvent(et: EventType)
+configureMonitoringPolicy()

IP_ApplicationServer

+sendMessage(pa: Provider Agent, m: Message)
+deploy(ssc: Simple Service Component)
+undeploy(ssc: Simple Service Component)
+startAgent(ssc: Simple Service Component): Provider Agent
+stopAgent(pa: Provider Agent)
+getLoggedData()
+subscribeEvent(et: EventType)
+configureMonitoringPolicy()

IR_ApplicationServer

+sendMessage(a: Agent, m: Message)
+notifyEvent(e: Event)
+isAuthorized()
+assignCR()

  

Figure 1 Multi-Tier Architecture 

It also assumes that application server code is available in order to introduce 
the replication logic. 

                                            
1
 See the Multi-Tier Transactional Service Runtime pattern for additional information. 
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6 SOLUTION  

In this pattern, in order to achieve high availability and scalability of a multi-tier 
architecture, replication is proposed. The proposed solution consists in 
replicating the application server and the database components as a single unit, 
encapsulating the replication logic in the application server. This unit of 
replication is called a vertical replica. A set of vertical replicas conform a cluster. 
The application server component of the replica drives the replication process, 
extracting/injecting data from/into its associated database. The architecture of 
the solution is shown in Figure 2. 

Multi-Tier Transactional Service Runtime
<<subsystem>>

Database

IP_Database

+beginTx(pa: Provider Agent): TransactionId
+commitTx(pa: Provider Agent, tid: TransactionId)
+abortTx(pa: Provider Agent, tid: TransactionId)
+read(pa: Provider Agent, q: Query): Data
+write(pa: Provider Agent, d: Data)

IP_MTTSRIR_MTTSR

Application Server Proxy

Database Proxy

IP_Database

+beginTx(pa: Provider Agent): TransactionId
+commitTx(pa: Provider Agent, tid: TransactionId)
+abortTx(pa: Provider Agent, tid: TransactionId)
+read(pa: Provider Agent, q: Query): Data
+write(pa: Provider Agent, d: Data)

IP_ApplicationServer

+sendMessage(pa: Provider Agent, m: Message)
+deploy(ssc: Simple Service Component)
+undeploy(ssc: Simple Service Component)
+startAgent(ssc: Simple Service Component): Provider Agent
+stopAgent(pa: Provider Agent)
+getLoggedData()
+subscribeEvent(et: EventType)
+configureMonitoringPolicy()

IP_ApplicationServer

+sendMessage(pa: Provider Agent, m: Message)
+deploy(ssc: Simple Service Component)
+undeploy(ssc: Simple Service Component)
+startAgent(ssc: Simple Service Component): Provider Agent
+stopAgent(pa: Provider Agent)
+getLoggedData()
+subscribeEvent(et: EventType)
+configureMonitoringPolicy()

IR_ApplicationServer

+sendMessage(a: Agent, m: Message)
+notifyEvent(e: Event)
+isAuthorized()
+assignCR()

Replicated Application Server

 

Figure 2 Vertical replication pattern 

 

Each application server contains a replication logic component. This component 
allows to achieve three objectives; first, it enables to replicate the possible 
changes made in the state of the services running at the middle-tier; second, it 
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guarantees the consistency of the replicated data in all the application server 
replicas; and third, it guarantees the data consistency in both tiers of the vertical 
replica at the same time (middle-tier and data-tier). 

In order to accommodate different technical requirements, the replication logic 
included in the application server component may implement different 
replication protocols (e.g. based on primary-backup, update-everywhere, etc.). 
In all of them, the database is considered a black box without any awareness of 
replication. Thus, given with the fact that there is only one replica control 
protocol for the entire system allowing for a simplified coordination, makes this 
approach look very appealing. In this replication architecture, the number of 
application server and database instances is always the same, as always one 
instance of each type builds a vertical replica (the atomic replication unit). The 
following deployment diagram shows a possible distribution of the components 
for a possible solution. The right most vertical replica is deployed in two different 
nodes, one for the application server and the second for the database. The 
other replicas are deployed in a single node including both components. The 
proxies of each component are distributed in their corresponding nodes. In 
order to discover and connect to the different vertical replicas, the application 
server proxy depends on a discovery component. 

 

Application Server Node

Database Node

Application Server & Database Node

Client Node

Application Server Proxy

Replicated Application Server

Database Proxy

Database

Discovery

Application Server & Database Node

Replicated Application Server

Database Proxy

Database

Client Node

Application Server Proxy

Discovery

Replicated Application Server

Database Proxy

Database

Client Node

Application Server Proxy

Discovery

Vertical Replica

Vertical Replica

 

Thus, high availability is attained by means of the redundancy introduced by 
replicating the vertical replicas. In order to attain scalability, the redundancy of 
processing transactions should be minimized. If all replicas execute everything, 
no scalability could be obtained. The proposed pattern increases scalability by 
combining two techniques: the read-one write-all (ROWA) approach and 
asymmetric processing of updates. The former targets the improvement of 
scalability for read-intensive workloads and the latter the scalability of update 
workloads. 
In the ROWA approach, read-only transactions are executed at any replica 
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locally without any further coordination with other replicas. Updates are applied 
everywhere. 
In the asymmetric processing of updates, an update transaction is executed at 
one replica, and its updates are propagated and executed at the other replicas 
either sometime during the transaction or after its commit. As transactions run 
concurrently at the different replicas accessing the different copies of data 
items, replica control needs to be coupled with concurrency control protocol in 
order to provide the desired level of isolation for the concurrent transactions. 

At first glance, this solution does not seem to handle unbalanced workloads that 
are either compute or data-intensive. However, as the replicas are installed on 
one machine, such an approach provides natural adaptation. If the workload is 
compute intensive, the application server will take most of the resources of the 
node, while if the workload turns data intensive, the database will claim the 
resources. Automatic adaptation can also be introduced. 

In this pattern a failure happens whenever a failure in an individual component 
of the vertical replica occurs (either the application server or database). When a 
replica fails, a new one can be introduced into the system in order to not 
degrade the current performance of the cluster. As it has been commented 
above, if the replication protocol is properly designed, new replicas can be also 
introduced in order to scale-out the cluster. In order to guarantee consistency 
when new replicas are added to the cluster, a recovery process must be applied 
before the new replica can start processing new client requests. 

With regard to the replication transparency, upon a failure is detected in a 
replica, the application server proxies in the client resubmit outstanding 
requests to the new replica they have discovered. In order to do so, this pattern 
relies on a combination of the Transparent Replication Proxy pattern and the 
patterns related to replica discovery (either the Registry-Based Replica 
Discovery pattern or the Multicast-Based Replica Discovery pattern). 

Different to the Session Replication pattern, no multi-tier coordination is needed. 
Each application server has full control and knowledge about what is happening 
at its local database. Either it has received an update message and decided on 
the outcome of the transaction or it has not received it and the transaction has 
to be considered aborted.  

An example of the replication process is outlined in Figure 3 (failure free 
scenario). The scenario presents two replicas that consist in an application 
server ïthat includes a certification-based replication protocol- and a database. 
The application server and database proxies have been omitted for the sake of 
clarity. The client connects to one of the application server replicas. From that 
point on, that replica will be the local replica for the client. The request is 
executed locally. When the associated transaction is about to commit the 
certification protocol is executed. At the end of transaction all database records 
updated by the request plus the changed session state are propagated to the 
other replicas. Depending on the concurrency control algorithm it is possible 
that also the identifiers of the read data records need to be propagated. All 
update messages need to be globally ordered, e.g., by using a total order 
multicast. With this, all replicas will deliver these messages in the same order. 
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Every replica acknowledges the reception of the update to all other replicas 
(e.g. using a uniform multicast).  

 

Figure 3 Vertical replication: failure-free scenario 

Each replica then executes the certification protocol to decide about the 
outcome of each transaction according to the global order. If the 
transaction under certification conflicts with any other concurrent 
transaction (it has updated a tuple updated by another transaction) that 
has already committed, then the transaction is aborted. Otherwise, the 
session state is applied and the database changes are applied before the 
transaction is committed. At the local replica, once the other replicas have 
acknowledged the reception of the message, a response is sent to the 
client. 
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7 RELATIONSHIPS TO OTHE R PATTERNS 

This pattern can be applied to the Multi-Tier Transactional Service Runtime 
pattern in order to provide high availability and scalability.  

Multi-Tier

Transactional

Service Runtime

Vertical

Replication

isApplicableTo

 

 

The main alternatives to this pattern are the patterns devoted to the replication 
of individual tiers, either the application server (See Session Replication 
pattern) or the database tier (See White-Box, Gray-Box and Black-Box DB 
Replication patterns). The Horizontal Replication pattern replicates both tiers 
independently, ensuring consistency in both tiers. With respect to them, this 
pattern provides high availability and scalability of both tiers in an easy way, 
because the replication of the middle tier and the data tier are done at the same 
time. 

For failover purposes, this pattern may use the Transparent Replication Proxy in 
order to provide replication transparency to the clients.  

Moreover, the clients can implement the connection to the replicas based on 
any replica discovery pattern (that is, Registry-Based Replica Discovery or 
Multicast-Based Replica Discovery). 

Additionally, if the application server must maintain some session state for the 
duration of each client connection, the Session Replication pattern can be used 
to replicate this client-related information. This is useful when failures occur and 
is valuable to keep the session data highly available. 
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8 RELATIONSHIPS TO COMPONENTS CATALOGUE  

The following sections detail the relationships of the components of this pattern 
with regard to the NEXOF Reference Architecture. 

8.1 Abstract Components 

In many of the frameworks for developing multi-tier applications is crucial the 
notion of application server. The application server contains the business logic 
of applications. This notion is has been captured in this pattern by the abstract 
component Application Server of the NEXOF-RA.  

With regard to the data tier, the notion of data storage has been captured in this 
pattern by the abstract component Database of the NEXOF-RA.  

8.2 Concrete Components 

In real architecture implementations, the functionality of current state-of-the-art 
application server products does not include vertical replication facilities. This 
support can be added ad-hoc to open-source application server components 
based on the J2EE/JEE standard (such as JBoss [JBo], JOnAS [Jon], 
Geronimo [Gen] or Glassfish [Gla]). 

With regard to databases, some examples of concrete databases that can be 
used to implement this pattern are:  

 Microsoftôs SQL Server [MSS] 

 Oracle [Ora] 

 IBMôs DB2 [DB2]  

 Sybase [Syb] 

 PostgreSQL [Pos] 

 MySql [MyS] 

 é 

Object-oriented databases or ad-hoc databases can also be used in addition to 
relational databases. 

With regard to scientific/technical related work, some examples of the Vertical 
Replication pattern can be found in [PVPJ06, PPJK07].  
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9 RELATIONSHIPS TO STANDARDS CATALOGUE  

Nowadays, there are many different standards that currently allow the 
construction of multi-tier architectures. With regard to the middle-tier, not all the 
frameworks/standards -such as J2EE/JEE [JEE], .NET [Net], CORBA [Cor] or 
SAP [SAP]- can be used for implementing this pattern. As this pattern requires 
to modify the application server code, open-source application server 
components based on the J2EE/JEE standard are recommended. 

Regarding to databases, the most well-known and used currently in enterprises 
are relational databases. In relational databases, the SQL standard is the de 
iure standard. Moreover, in the current market, there are standard interfaces to 
allow application servers to connect with them (e.g. ODBC, JDBC). 
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10 APPLICATION EXAMPLES  

Figure 4 shows a vertical replication configuration that uses a JEE application 
server and a relational database in each replica. 

 

Figure 4 Vertical replication example 

The middle tier includes a replicated JEE application server, whilst the data tier 
includes several instances of the database. The replication and communication 
facilities are provided only at the application server. Clients connect to the 
application server components (called EJBs) by means of a proxy. Each 
application server is in charge of loading/injecting the data in its associated 
database using the JDBC driver (proxy). The communication among the 
application server replicas can be done using peer-to-peer communication 
(either using specific communication protocols or standard ones) or using a 
multicast service. The communication among the replicas will depend on the 
requirements of the services and applications running on top of the replicated 
infrastructure.  

 

 



   

 

NEXOF-RA Å FP7-216446 Åtemplate version 1.8Å Vertical Replication Å Version 0.5 Å Page 17 of 17 

  

11 REFERENCES 

[JEE] Sun Microsystems. JEE specification v5, 2006. 
http://java.sun.com/javaee/ 

[Cor] Object Management Group (OMG). CORBA/IIOP Specification. 
http://www.omg.org/technology/documents/formal/corba iiop.htm 

[Net] Microsoft Corp. Microsoft .NET Framework. http://www.microsoft.com/net/ 
[SAP] SAP Neweaver, http://www.sap.com/platform/netweaver/index.epx 

[Jon] JOnAS Application Server, http://jonas.ow2.org 

[JBo] JBoss Application Server, http://www.jboss.org/jbossas/ 

[Ger] Geronimo Application Server, http://geronimo.apache.org/ 

[Gla] Glassfish Application Server, https://glassfish.dev.java.net/ 

[Pos] PostgreSQL, http://www.postgresql.org/ 

[MyS] MySQL, http://mysql.com/?bydis_dis_index=1 

[Syb] Sybase, http://www.sybase.com/ 

[DB2] IBM DB2, http://www.ibm.com/db2/ 

 [Ora] Oracle Database, http://www.oracle.com/database/index.html 

[MSS] Microsoft SQL Server,  

http://www.microsoft.com/sqlserver/2008/en/us/default.aspx 

[PVPJ06] F. Perez-Sorrosal, J. Vuckovic, M. Patiño-Martínez, R. Jiménez-Peris. 
Highly Available Long Running Transactions and Activities for J2EE 
Applications.  IEEE Int. Conf. on Distributed Computing Systems (ICDCS), 2006 

[PPJK07] F. Perez-Sorrosal, M. Patiño-Martinez, R. Jimenez-Peris, B. Kemme. 
Consistent and Scalable Cache Replication for Multi-Tier J2EE Applications. 
ACM/IFIP/USENIX Int. Middleware Conference, 2007 

[BMRS+96] F. Bushmann, R. Meunier, H. Rohnert, P. Sommerlad, M. Stal. 
Pattern-Oriented Software Architecture - A System of Patterns. Wiley, 1996. 

http://java.sun.com/javaee/
http://www.omg.org/technology/documents/formal/corba%20iiop.htm
http://www.microsoft.com/net/
http://www.jboss.org/jbossas/
http://www.postgresql.org/
http://mysql.com/?bydis_dis_index=1
http://www.sybase.com/
http://www.microsoft.com/sqlserver/2008/en/us/default.aspx

